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A CQRS is an architectural pattern that makes a
distinction between two parts of an application:
one with the responsibllity of processing
commands, the other of processing queries

We do this because we have come to understand that there
are very different norfunctional requirements for each and
that by separating the two we can better tailsolutions.

Greg Young



CQRS architectural overview
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A DDDD

I Distributed Domain Driven Design
A CQOS

I Command Query Separation

I Conflicts with CQS [Meyer]

cevery method shouldither be a commanthat performs an
action,or a querythat returns data to the callebut not both In
2ZUKSNJ g2NRaz lalAy3a I ljdzSauA:

A CQRS
I Command Query Responsibility Segregation




The driving forces

A Collaboration

I Different actors will use and modify the same
data, whether they have the intention to
collaborate or not

A Staleness

I The data users base their decisions on is always
stale. By the time data is displayed on screen, it
could have already changed.



Example

Sales department Finance department

A customer on phone: A Processing payments
i got married A Notices customer has
I moved to other address unpaid invoices

A Sales rep. notices high A Finance rep. makes change
revenue on customer i PaymentState> Delinquent

A Sales rep. makes changes
I Martial state-> Married
I Address> New address
I State-> Premium customer



Command Considerations
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error, but a normal result.
I Incomplete commands result in validation error
Ae.g. missing street in changed address
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(immediately)
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A Commands are fine grained actions on a single
aggregate



Conflicting commands

A Stale data results in conflicting commands

I Might conflict:
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I And might not:
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Query Processing

A Data is stale anyway
I Why force your app to go to the master data store?

A Design for easy queries
I Create page oriented table layouts
I You might not even need any relationships
I Most tables have high reai-write ratio

A Scaling

I Acknowledging that data is stale opens up powerful
scaling options



CQRS architectural overview




Updating Query Database

A Command execution results in events
I ReportCustomerMoveCommand
I CustomerMovedEvent

A Event handlers pick up these events and
update the caches / query database

A Events are in past tense; they represent a fact
something thathas taken place



CQRS Overview
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Aggregate design

A No need for (hard) relationships between
most entities

A Aggregate boundary is defined by consistency
requirements

A Focus on information needed for validation



Persistence for command processing

A The query databases are used for querying

A Aggregates used for commands are always
retrieved by their identifier

A Is there really a need for a RDBMS here?
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CQRS BasigsSsummary

A Data on a screen is always stale
A We have multiple actors changing the same data

A Model requirements are different for commands
and queries

A Queries are executed against a separate data
source

A The query data source is updated via events
resulting from command processing



Design options for CQRS Architectures

TAKING IT FURTHER



Command ProcessiggPersistence

A Options for command processing
I Transaction script

I Domain Model
APersist Model
AEvent Sourcing

A The only important outcome of command
processing Is the published events



Event Sourcing

A Events play a central role
I Make them source of changes, not a seféect
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| Store the events you publish
A To recover aggregate state, replay all events



Event Sourcing Storage

A Store events of a single aggregate as an even
stream

I e.g. file system: 1 file per aggregate

A Remember: Aggregates are only loaded by
thelir identifier



Event Sourcing Snapshots

A What if an aggregate has 1.000.000 changes”
A Take a snapshot!

A A snapshot is a summary of all previous
changes

A Keep the original events for auditing purposes



Event Sourcing Validation
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I Events describe something that happened, a fact.

No point in doing validation if the deed Is already
done.



Event sourcing and state

A When using event sourcing, only retain state if
I used to validate any incoming changes
I If needed inside events to show old and new state

A Snapshots should only contain relevant state



